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A lot of my stories aren’t true, but this is a true story.
— Greg Wilson
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Parallel Transparency Rendering
Student: Hanieh Bastani
Client: AutoDesk

The state of the art anatomically accurate 3D
model of the human body currently has on the
order of millions of triangles. Transparency
rendering is a powerful method for visualizing
the many layers of the human anatomy,
however, interactive viewing rates are hard to
achieve with the current state of the art
resolution of 3D models. Our goal is to achieve
interactive viewing by implementing a parallel
transparency renderer on the GPU using
NVIDIA's CUDA API.

Using GPUs to Simulate Fluid Flow Through Fractured Rock
Student: Ebenezer Hailemariam
Client: Scott Briggs (Ph.D. candidate, Dept. of Civ il Engineering)

We present a software model to assist
in the study of rock fractures and their
role in bioremediation. This software
model is proposed as an alternative to
expensive laboratory testing. Although
there is still a need for experimental
evidence before any generalizations
can be made, models allow the
intelligent selection of potential
experimental systems by trial and
error on the computer. Fluid flow
through a single rock fracture is

analyzed through the development of a Lattice Boltzmann (LB) fluid model. Lattice
Boltzmann Methods (LBM) are discrete in time and space where many cells are used to
allow the emergent behaviors of fluids to be observed. The discrete grids can easily be
split up and distributed to many processors. It is the local nature of LBM that allow them
to be effectively parallelized. We present a LB model implemented on highly parallel
commodity graphics hardware.
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The Programmability of Parallel Programming Systems
Students: Andrew Borzenko and Cameron Gorrie
Client: Prof. Greg Wilson (Dept. of Computer Scienc  e)

Dozens of parallel programming systems exist in
varied states of quality, finish, and support. Ever-
increasing access to parallel hardware means that
choosing one becomes an important decision. A set of
varied programming problems was used to compare
the programmability of two relatively popular parallel
programming systems: Message Passing Interface
through Boost::MPI and Intel's Thread Building

- Blocks. By focusing on the programmability of the
systems and not soIer on their raw throughput, the study is able to highlight areas that
matter to developers considering adding parallel support to their own products. In
addition, numerous snares and drawbacks of various degrees were identified in the
approaches while implementing the above problems.

Designing Video Games to Improve Spatial Abilities
Students: Hooman Bahador, Nikola Kramaric, Ainsley Lawson, and Nick Shim
Client: Prof. lan Spence (Dept. of Psychology)
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Research has found that playing first-person-shooter video games can improve a
person's spatial abilities. Our project attempts to take this knowledge and apply it to a
different population: senior citizens. Such technology is of practical value, in that it may
elongate the amount of time that elderly people can sustain certain skills (for example,
driving skills), and also reduce falling accidents. The goal is to design a non-violent video
game that will appeal to an older population, while incorporating the same skill set used
in a first-person shooter. We have created two variations on this idea: a word-puzzle
game, where players are required to click on moving letter targets to spell words, and an
image-based game, where players identify picture targets based on a given goal These
games are similar in structure to first-person-shooters, and as such, we expect to see
similar spatial skill improvements after five to ten hours of play.
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Better Spatial Models for ILUTE
Student: Torsten Hahmann
Client: Prof. Eric Miller (Dept. of Civil Engineeri  ng)
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ILUTE is a microsimulation of traffic and land use in urban areas. Disaggregated
information for the model is synthesized from census data, travel survey data, activity
data, and randomly generated proxy data. From such an initial data set, ILUTE predicts
housing, job market, transportation needs, and travel times over an extended time period
with remarkable precision. However, the current coarse spatial model of ILUTE limits the
accuracy of the microsimulation. To overcome this limitation, within this project more
fine-grained alternatives to the current spatial model were analyzed. A revised zonal
model consisting of a three-tier hierarchy of spatial zones has been proposed and
implemented as C# classes. This basic architecture of a fine-grained, yet flexible spatial
model serves as foundation for the next generation of the ILUTE software.

A Python Portability Layer for Version Control Syst ems
Students: Aran Donohue, Veronica Quinones, and Jame s Leung (U. Alberta)
Client: Basie

Version Control Systems are
increasingly becoming commodity

tools upon which new systems are
Apps using built. Each version control system
1} < = . ..
Meesion contea) has its own API requiring custom

code. The Python Version Control

Abstraction Layer (PyVCAL) is an

abstraction layer that takes care of

the differences between their
implementations. PyVCAL provides a read-only APl and implementation to be used by
Basie. Specifically, PyVCAL provides support for Subversion, Perforce, Git, as well as a
mock version control system for client testing. PyVCAL is well-documented and includes
a thorough test suite.
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Connecting People with Books and Fellow Book Lovers
Students: Arnold Binas, Laurent Charlin, Alex Levin shtein, and Maksims Volkovs
Client: Chapters/Indigo

Spending an hour or two in a
bookstore can make for a
relaxing time, but how do you
find the few books you will
really love among the
thousands that are on display?
And once you've found them,
who can you share your
discoveries with? Together
with Indigo, we tackle these
two problems of book and
common interest friend
recommendation with the
latest machine learning
technology. The end goal of
this project is to facilitate the
improvement of the online
shopping and social
networking community
experience on Indigo's
website.

Using GPUs to Accelerate Computer Vision
Students: Anatoliy Kats and Mark McCartin-Lim
Client: MDA

The Iterative Closest Points (ICP)
algorithm is vital to navigation modules
used in autonomous vehicles and
robots, as it allows one to compute the
relative motion of an object or the
observer at different frames of time.
Unfortunately, the performance of this
algorithm deteriorates if the sample
frame rate is low, and so we desire to
do ICP at a high frame rate in real time.
We attempt to speed up a standard

implementation of ICP inexpensively using modern NVidia Graphical Processor Units
(GPUSs).
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Improving Spam Filtering Through Botnet Characteriz ation
Students: Phillipa Gill and Lee Zamparo
Client: MessagelLabs
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Malicious emails (spam) are a nuisance to email users and a tool for perpetrating cyber
crime. As methods for detecting and filtering spam improve, spammers develop novel
methods to evade detection. The latest technique used by spammers is to employ
distributed networks of compromised computers (botnets) to send spam. This project
aims to get one step ahead of spammers by better understanding spam and the
methods used to send it. We characterize spam sending with an emphasis on how
botnets are used to send spam. We also use methods from machine learning to cluster
spam into different categories and understand how spammers are attempting to scam
email users.

ORM-style REST in Django
Students: Mohammad Jalali and Rory Tulk
Client: Basie

Object-Relational Mapping (ORM) has been
used for quite some time now to ease the job of
the application developer by flattening objects
into SQL statements, that transparently load and
store data to/from a relational database. We
have explored ways in which the interface and
mechanisms of ORM systems can be re-applied
to RESTful Web Services development, which
often involves similar operations. The tools
created enhance the Django Web Platform, and
look and feel similar to Django's ORM, but
instead provide many features that automate
creation of RESTful resources from Django's
data models.
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Paraview Plugin Wizard
Student: Matthew Ansell
Client: Mirarco

Paraview is an open-source
graphical user interface for the
Visualization Toolkit. Users can
open data files or create new
data sources with two- and
three-dimensional
representations, display the data
as a visualization in Paraview,
and then apply plugins that
transform the data into a new
representation. The data can
represent such things as
underground mineral ore
concentrations, mining drill hole

placements, or terrain and elevation maps. Previous plugin development process
involved requiring novice developers to learn many new programming concepts before
they were able to begin writing plugins for Paraview. The wizard developed in this
project functions as a tool that softens the learning curve for new developers by

automating the plugin creation process.

Integrating StereoLogic and WebSphere

Student: Michalis Famelis
Client: StereoLogic

Stereologic is a system for automatically extracting Business Process (BP) models from
legacy systems with the aim of facilitating BP management. By transforming the output
models of StereoLogic from its proprietary format to a format utilized by IBM's
Websphere Business Modeler (a very popular BP modeling tool), we enable the
streamlining of BP management into a more seamless process, from reverse

engineering to redeployment.
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Assessing NFSv4 Maturity for A Large Email Service Provider
Students: Ziad Hatahet and Vivek Lakshmanan
Client: TUCOWS

We studied the Network File System (NFS) version 4 support on two popular
commercial-grade storage systems and evaluated their maturity for adoption by
TUCOWS' email service catering to approximately 1.5 million mailboxes. We compared
them against the existing platform based on NFS version 3, which is stable but does not
scale well. On the other hand, though NFS v4 has fundamental changes to address
these scalability problems, performance and robustness in large-scale sensitive
deployments has not been sufficiently assessed. Our project attempts to fill this void and
focuses on assessing if NFS v4 support is mature enough for adoption at TUCOWS.

Making a Scripting Language Safer
Student: Zachary Kincaid
Client: Nitido

Programming languages with dynamic and weak
type systems can increase programmer
productivity because the burden of type
correctness and type conversion is placed on the
compiler/runtime rather than the programmer.
However, these technologies often negatively
affect readability and safety of programs written in
the language.

The goal of this project is to add a mechanism that helps alleviate these deficiencies to a
(dynamically and weakly typed) scripting language designed for mobile phones.
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PubFeed
Student: Andrew Trusty
Client: Prof. Greg Wilson (Dept. of Computer Scienc  e)

PubFeed allows people in academia and industry to constantly stay up to date on
interesting and relevant research. By providing a few sample research papers as input,
PubFeed builds and maintains a constantly updated feed of research papers that are
related to the sample papers. These custom feeds are built from a variety of online
sources including Google Scholar and DBLP. By using PubFeed, you'll get notified
about the hottest new papers in your area as they are released and you'll discover great
papers that you never knew existed.

Verifying Science
Student: Alicia Grubb
Client: Prof. Greg Wilson (Dept. of Computer Scienc  e)

This study looks at discovering the current state of affairs of
open science, open notebook science, and reproducibility.
An investigation of grounded theory, a qualitative empirical
research method, will be discussed. Going forward this
study will allow us to model the problem and to elicit
requirements for potential solutions.

2009-04-14 9/11



Improving a Realtime Traffic Visualization System
Students: Bijoy Mandal and Weichen Wang
Client: Prof. Matthew Roorda (Dept. of Civil Engine  ering)

Traffic Visualization is a proposed delayed real-time system to visualize vehicle's
position and other traffic information. Data are collected via Bluetooth devices installed in
the trucks. While the vehicles are driving on highway, accumulated GPS and engine
data recorded by these devices are transmitted to various base stations set up along
major freeway systems. The received data are then sent via Internet connection to
centralized database for analysis and archiving. The goal of our project is to improve the
performance and structure of a preliminary application into a production-grade system
for better maintainability and usability.

Talking to Mozilla
Student: Jennifer Ruttan
Client: Mozilla

Ubiquity Speech allows a connected microphone to issue
commands to Mozilla Ubiquity for Firefox and Thunderbird.
By speaking to Ubiquity, users can indirectly control their
browser or mail client through simple and understandable
commands, such as "email Hi to Jennifer". Targeting
Windows Vista and Windows 7, Ubiquity Speech makes
use of the Windows Speech API.
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Benchmarking the Usability of Scientific Workflow T ools
Student: Fan Dong
Client: Prof. Stephen Strother (Dept. of Medical Bi  ophysics)

Neuroimaging process is a highly
complex, multi-stage procedure
requiring intensive computing resources
for tasks such as normalization,
masking, and statistical analysis.
Researchers have long been seeking
an optimal workflow management
system to automate the procedure. The
goal of this project is to benchmark the
usability and extendibility of two popular
workflow systems—LONI and
Taverna—by using them to construct
pipelines for part of the neuroimaging
process.

Making OCR Smarter
Student: Michael Reimer
Client: Adaptive Technologies Resource Centre

Optical Character Recognition (OCR)
has been an important tool for
businesses for decades, but is now
beginning to catch on as an accessibility
tool which, among other things, enables
visually impaired people to read. In the
wild it faces a more challenging
environment than that in which it has
typically been used, and will increasingly
require more than just computer vision
algorithms in order to be successful. In
particular, humans make extensive use
of linguistic knowledge to read in non-
ideal circumstances, and OCR will need
to do the same. This project was to
begin the process of building such
knowledge into Google's open-source
OCR project, Tesseract.
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